
Perimeter Security

Introduction

Today’s technology-driven economy dictates that organizations that wish to maintain their market share offer their services via the Internet.  To do this those organizations must find ways of connecting their private networks to the Internet.

The Internet is a frontier with new dangers and obstacles that open the organization’s network to misuse and attack.  With this in mind, corporate solution is built to supply a secure end-to-end communications channel for its clients to present and pay bills using the Internet.

This paper will address the specific implementations of risk management strategies used by corporate to protect their external connections from attack and misuse.

What is a Firewall

Like Cerberus, who guarded the entrance to Hades in Greek mythology, the firewall is used to separate, confine and analyze traffic between two networks. A firewall combined with sound security policies and practices establishes the perimeter defense. This perimeter defense is the first in a line of defenses used to protect the networks confidential data and systems.

Firewalls are generally placed where companies internal trusted network is connected to the Internet (see figure 1).  Firewalls are also used as the guardians between any un-trusted network (the Internet, partners and other divisions) and the Trusted network (see figure 2).
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Since the Firewall is the perimeter defense it must indeed be the only entrance onto the network.  If there are other means of connecting to the network that do not pass through the Firewall the Firewall’s effectiveness is reduced substantially.  Take for example the network in Figure 3.  The internal LAN is connected to the Internet both through the firewall and the Partners Internet connection, giving an attacker an unprotected path onto the Internal LAN.
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Once a firewall is in place it has one job, look at every packet and determine those that are to be allowed, or denied.  The decision to allow or deny these packets is based on static and or dynamic Access Control Lists (ACL).  Depending on what type of Firewall we are talking about the ACL’s can use different types of decision criteria, such as, IP address’s, ports and or services.  

Along with either allowing or denying traffic a firewall can also do some or all of the following

· Mask the internal network

· Allow the use of Illegal and thus un-routable addresses on the internal network

· With the use of Name Address Translation (NAT) information such as system, and network device names and addresses.

· Offer forms of authentication which the protected systems maybe incapable of offering.

· Encrypt data between the firewall and other firewalls or special clients.

What are the different types of Firewalls

At a very high level the Firewalls currently on the market differ in two ways.  They are based on Hardware, software or hybrids, and they look at the Network Layer, Application Layer or both layers of the OSI model.  What type of Firewall is used is critical to the overall health of the network, i.e. Speed, Security, and Reliability.

The two main types of firewalls are Network Layer and Application. Hardware routers are the main implementers of Network Layer Firewalls.  This type of firewall is very often used in conjunction with an application level firewall.  This is the type of firewall being used by Corporate.  

The traditional firewall is the application level firewall.  Commercially available firewalls of this type are a software hybrid of an application level firewall and a network layer firewall (From now on anywhere it says Application Layer Firewall it is a hybrid of network and Application Layer). This type of firewall is usually handle by a hardware/software configuration but there are a few hardware versions out there, both solutions are very similar.

Network Layer Firewall

A network layer firewall is the simplest form of Firewall and is commonly referred to as a packet filter.  A standard router is generally used to implement this type of firewall.  The router does this by looking at every packet’s destination address, with the thought of where can the packet be forwarded.  What makes the router a network layer firewall is that it looks at the packets thinking should I forward these packets.

Since the network layer firewall is based on routers, the criteria for allowing or denying the packets are based on the OSI layer that a router uses, which are the following:

· IP address

· Source

· Destination

· Port

· Source

· Destination

Newer versions of the Cisco IOS also support a username and password pairs to open a temporary connection:

· Session

· User

The benefits of this type of firewall are flexibility and speed.   Since the firewall uses IP address and ports if there is a new service that needs to be allowed through the firewall a simple ACL allowing the traffic through that port can be added to the firewall.

The performance is gained by the limited nature by which the firewall looks at the packets.  There is no packet manipulation being done the firewall, it uses just the packet headers.  This allows the firewall to make its decision very quickly.  The limited examination does come with a price.

The risks associated with this type of firewall all stems from the attacker being able to forge packets to make them appear to be coming from either inside the network or from an external trusted host.  

Spoofed packets are packets that have had their headers rewritten to show them originating (source) from a machine other than the one the came from.  An attacker can use these spoofed packets to execute two different types of attacks.  The attacker can either pretend to be someone they are not or try and execute a man in the middle attack.

Address Spoofing is simply when the sending of packets that appear to be either from an external trusted host (figure 4) or from a host on the internal network (figure 3).  The attacker does this knowing that any return packets will be routed to the spoofed address.  With this in mind the attacker must either execute the attack with just an initial sending of packets, or be able to predict the flow of packets so that additional packets can be sent as they are needed.  If additional packets are needed the attacker must also take down the spoofed machine to stop it from responding to the return packets.

If an attacker tries to spoof a source of one of the corporate users (figure 3), the packets will be received on the external interface of the firewall (which in normal traffic flows would not happen), so a simple anti-spoofing ACL will block this attack.  To protect against spoofing a trusted machine (Figure 4) use, encryption and or strong authentication between all remote machines that are to be trusted.
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The man in the middle attack is much more difficult to execute.  The attacker must be able to insert themselves between the ends of a connection somehow.  This can be done in one of two ways.  They attacker can insert their machine between the two target machines, much like a router, or they can alter the path of the packets to they are passed to the Attackers machine before going to the target machines.  This type of attack gets exponentially more difficult the farther out from one end of the connection the attacker is.  For this reason, it has a relative low chance of happening. 

Since a Network Layer Firewall does not understand the underlying protocols beings used, there is also the chance that someone on the internal network can run a service on a non-standard port.  For example if only port 80 is allowed through the firewall, an internal user can setup telnet to run on port 80.  Then someone on the outside could telnet to machine using port 80 and would be allowed through the firewall.

Due to the limited nature with which the packets are being manipulated, network layer firewalls have very limited logging. This makes reading log files very cryptic.  Depending on the router and router OS being used NAT and encryption may or may not be supported.

Application Level Firewall

This type of firewall gives us a very robust single tool with which to secure the network.  The firewall can function exactly like a network layer firewall using IP address and port information, but where the application level firewall really begins to show its strength is in its process of unpacking and forwarding packets. 

 In Figure 6 we show this process by breaking the firewall down into its simplest components.  Black signifies the internal trusted interface, Grey the firewall application, and white the external un-trusted interface.  Packets come in on either the black or white interface and are handed off to the firewall application.  The firewall application un-bundles the packets for examination, and if the packets are to be allowed into or out of the network, the firewall will repackage the packets using its own address and forwards them onto the appropriate interface. 
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The application level firewall can use the same decision criteria, and suffers from the same problems as the network layer firewall.

· IP Address

· Source

· Destination

· Port

· Source 

· Destination

This unbundling of packers allows the trusted network to remain hidden through the use of NAT, i.e. there are no internal IP address’s advertised to the outside world.  It also allows the firewall to examine the packet more closely then the network layer firewall, and thus uses a much larger set of decision criteria, listed below. 

· Session Information

· User


· Time

· Application

This examination comes at a price however.  The speed of an application level firewall can be significantly slower than that of a network layer firewall. Since the firewall needs to understand a new service before it can be allowed through the firewall, implementing a new service can be significantly delayed.  The reason being that until a proxy for the new service is written the service must either be placed outside the firewall or a generic proxy must be used.  Both of these solutions can increase the chance of a break-in.

Since the firewall understands the underlying protocols being used logging is enhance greatly over that of the network layer firewall.  The log files can contain user information, the commands being used, and what response the server returned, making the log file user friendly.

Many of the Consumer available Application level firewalls can be purchased with an encryption module that allows traffic between remote users and other similar firewalls to be encrypted.  This adds a level of security by preventing the interception and reading of packets as they travel between locations.

Overview of firewall differences

As with most things in security, using either of these solutions has trade-offs, but neither is more secure then the other. Secondary technologies can be used in conjunction with either solution to shore up what they are lacking.  

	
	Brief Description
	Decision Criteria
	Packet Manipulation
	Pro’s
	Con’s

	Network Level Firewall
	Straight passthrough of packets
	IP address,

Port number, User
	None allowed packets are passed on intact.
	Speed, flexibility, NAT and encryption may or may not be supported depending on your router and IOS
	Limited Encryption.

Difficult to configure. No understanding of underlying protocol

	Application Level Firewall
	Host running various proxy services
	IP address,

Port number,

User, time, application 
	Packets are unpacked, evaluated and then repacked with the firewalls address before they are forwarded on.
	Logging and auditing.

NAT.

Encryption module.

GUI for configuration, which makes setting the firewall up much easier than a router
	Extensive overhead can cause a bottleneck.  Slow to add proxies for new services.


For instance to take care of the limited logging of a network layer firewall, Intrusion Detection Systems (IDS) can be used.  IDS sit on the network in promiscuous mode watching as traffic goes by and compares it against a database of attacks and normal traffic patterns.  This data is then correlate it in an easy to read report.

An IDS can also take care of some of the application level events that a network layer firewall is incapable of looking at.  An IDS is aware of the underling protocols being used so it could for example allow you to kill a connection executing an ftp put, but allow ftp gets.

Many applications in use today support encryption, so while the router may not be encrypting the data (something that keeps the router from becoming a bottleneck), the application being used can handle the encryption.

Many of today’s routers now support secondary authentication services such as TACACS, Radius and Kerberos.  Depending on the Router and the Router OS being used NAT may or may not be supported.

Through the use of various load-balancing solutions the issues of bandwidth can partially be alleviated in the application layer firewall.  This load balancing becomes very crucial the more services that are run on the firewall machine.  A router can be used to handle the packet filter side of things to try and offload some of the load from the application level firewall.

Many firewall vendors have implemented generic proxies to handle any new services that need to be added.  This type of generic proxy only keeps the internal and external networks separate, other than that this type of proxy is functioning much like a packet filter, so suffers from address spoofing.

Overall a Network layer firewall is better for high bandwidth solutions that need a limited number of services allowed through the firewall.  Such as web farms, where the machines behind the firewall have been hardened and are constantly monitored.  The only real disadvantage that this configuration has, that an Application level firewall would not, is that any machine behind the firewall using a routable address is subject to attack via any ports allowed through the firewall (see below for example).  With secondary security measures, such as an IDS system this type of firewall offers better performance with equal security.  This type of firewall is often used in conjunction with an application level firewall to alleviate the load on the Application Level Firewall.

Application level firewalls are good for low bandwidth environments that need an all in one package for a security solution.   They are also good for environments that have large numbers of machines that may be configured in an unsecured manner.  For example, if HTTP is allowed through the firewall to any address behind the firewall.  Then using a network layer firewall, an internal machine could be setup to run telnet on port 80, and telnet would be allowed through on that port.  However if an application level firewall is used it would see that the telnet was not HTTP traffic and could kill or drop the connection.  Since the Corporate Datacenter controls all the machines on the network this is not an issue.

Corporate configuration

Corporate networks are typically divided into three logically separate areas: From 1 to 2 is network access, from 2 to 3 is the DMZ, and from 3 on is the administrative network.
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Corporate Network access

The Network access area (From 1 to 2 in figure 7) is where security begins.  All access to the DMZ area whether it is via the Internet, Leased Lines or Dial-up must pass through one of the Cisco 7500 series routers configured as network layer firewalls.

The routers are configured with a “deny all unless expressly permitted” policy.  For security purposes, administration of the router can only be accomplished via direct serial connection to the machine itself and by a single, controlled network segment.  They are configured with the following ACL’s:

· Allow inbound HTTP (TCP over port 80) to specific addresses

· Allow inbound Secure HTTP (SSL 3.0, TCP over port 443) to specific addresses

· Allow inbound SMTP (TCP over port 25) to specific addresses

· Allow inbound ICMP (IP protocol 1 and port 7 and 8) to specific addresses, enabled as necessary for debugging purposes.

· Refuse inbound traffic with a source address that is on the internal side the router.

· Refuse any inbound traffic that is destined for any address other than the published interfaces of the Web server or DNS. (Note there is one exception to this policy and it provides for a specific TRANSPOINT Service Center computer on the DMZ to bounce packets off the router and back into the DMZ for network monitoring and application availability testing.)

· Refuse any outbound traffic, which has a destination address that is within the administrative network or an origination address of anything other than within the DMZ. 

· Outbound ports on this router are configured to allow for the appropriate TCP/IP responses from the available Corporate services.  In addition, specific DMZ computers on a limited and controlled basis are allowed outbound DNS, HTTP, HTTPS, and WHOIS

· TCP intercept is configured to prevent syn-flood attacks

· IP source routing is disabled

Corporate DMZ network

The DMZ network (From 2 to 3 in figure 7) consists of a group of isolated network segments with dual-homed computers running Windows NT 4.0 with service pack 3 in addition to Option Pack services.  Multiple segments exist to isolate traffic by service.  The computers are configured not to route traffic between the DMZ segments and the administrative network – data is exchanged between the two segments at the application level.

Each DMZ service computer also has a private network IP address for communication with the administrative network.  This configuration creates an application level firewall specifically programmed to corporate needs, that protects the core information.

Corporate administrative network

The administrative network (Everything to the left of number 3 in Figure 7) is a single logical network segment running the Windows NT 4.0 database and application servers which contain all confidential information entrusted to Corporate. The only external network access point to this network is the Windows NT 4.0 computer’s on the DMZ network.

The administration network is considered the “protected network” and, as such, utilizes the 10.x.x.x IP addressing scheme that is reserved for private Intranets.  Because these addresses are considered “illegal” on the Internet, the admin network is not directly addressable from the Internet.  

How secure is this configuration?

Lets start with the vulnerability that both types of firewalls have, that of IP Spoofing. Spoofed packets are packets that have had their headers rewritten to show them originating (source) from a machine other than the one the came from.  An attacker can use these spoofed packets to execute two different types of attacks.  The attacker can either pretend to be someone they are not or try and execute a man in the middle attack.

An attacker pretending to be someone can be executed in two ways, spoofing either an external trusted host or an internal host.  Both of these attacks require source routing, which has been disabled on the edge routers. To prevent attackers from spoofing an internal host ACL’s have been configured to refuse inbound traffic with a source address that is on the internal side the router.  To prevent attackers from sniffing data and posing as external trusted hosts and users, SSL 3.0 is being used to encrypt the data entering and leaving the Corporate network.  This also helps to prevent man in the middle attacks

NAT is not being used and is not needed, as the only machines that are accessible from the outside are the machines that would be advertised via NAT anyway.  In addition ACL’s have been configured to allow access only to specific machines and services (HTTP port 80 and 443, SMTP, and ICMP).  While the core information being protected (customer information), is on the administrative network that is not routable from the outside world.

The administrative machines use the 10.x.x.x IP addressing scheme that is reserved for private Intranets.  Because these addresses are considered “illegal” on the Internet, they are not directly addressable from the Internet.  In addition to this the machines are located off of the second interface of the DMZ machines.  

This interface is configured not to route traffic between the DMZ segments and the administrative network – data is exchanged between the two segments at the application level.  This in essence creates an Application Level firewall, specifically programmed to Corporate needs. 

An application level firewall would allow us to do extensive logging and allow connections based on Session Information, i.e. Users by Time, and Application.  An IDS system is in place that does extensive logging and is capable of terminating connections based on application level to be terminated, and allowing sessions based on time and application level data is not needed. While an application level firewall would also limit the amount of direct access an attacker would have to the DMZ machines, the overhead would severally hinder performance, and is unneeded for the core data as the DMZ machines are already doing this.  So overall an application level firewall has nothing to offer Corporate configuration that the Network layer firewall does not already do.

Overall, access to the corporate network is very limited with the only threats being attacks against the DMZ based around the allowed services (HTTP port 80 and 443, SMTP, and ICMP).  Given this limited number of services, the technical expertise of the staff and the premium placed on speed, a Network Layer Firewall with IDS provides an optimum blend of throughput with application specific checks via IDS.
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